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Executive Summary

Figure 1: Dependencies between deliverables
This document is the third deliverable for WP4 “Dynamic Adaptation of Parallel Software”. The purpose of this work package, according to the DoW, is to develop i) techniques for static mapping of components and data of patterned applications to the available hardware; ii) mechanisms for online machine-learning based
scheduling for patterned applications; iii) an adaptive, Just-in-Time (JIT) compilation mechanism for patterned applications; and, iv) infrastructure for monitoring
performance of patterned applications. This deliverable contains the description of
the software for the final version of the adaptivity toolset, including static mapping,
dynamic scheduling and performance monitoring tools. These tools are described
in more detail in D4.4. Here, we provide basic installation and usage instructions
for the tools, as well as the locations where the tools can be downloaded from.
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Chapter 2

Introduction
In the deliverables D4.1 and D4.2 we described the basic and intermediate versions of the software for dynamic adaptivity of the patterned applications to homogeneous and heterogeneous systems. These tools take as an input a parallel
application with parallel patterns already introduced into it by the tools and libraries developed in WP2 and WP3 and i) decide on an initial instantiation of the
application (in terms of number and type of components) and initial distribution of
data; ii) dynamically switch between different prepared versions of the same component, as a response to the changes in the application behaviour or system load;
iii) allow dynamic rescheduling of application threads to the underlying resources;
and, iv) monitor application behaviour and the underlying hardware environment
and detect parallelism bottlenecks. The tools described in D4.1 and D4.2 provided
support for patterned applications developed using the basic pattern set described
in D2.1 both on homogeneous and on heterogeneous hardware platforms. Since
most of the techniques we have developed in this workpackage work on the level
of operating system threads and data (e.g. dynamic scheduling and parts of the
performance monitoring) or are generic enough to capture properties of advanced
parallel patterns without significant modification (e.g. static mapping mechanisms
that require only information about the tunable pattern parameters), most of the
tools described in D4.1 and D4.2 can also be used for the applications that use the
advanced parallel patterns described in D2.5.
This deliverable, together with D4.4, describes the final versions of the adaptivity tools. D4.4 contains technical description of the mechansims used in the tools,
whereas this deliverable provides instructions on how to download and install the
individual tools, as well as how the user code needs to be modified in order to use
the tools. In Chapter 3, we describe the static mapping mechanisms, which include
heuristics for deciding on the instantiation of components as well as the description of how to use the heterogeneous parallel patterns in FastFlow. In Chapter 4 we
describe the installation and use of dynamic scheduler that dynamically pins the
parallel threads/data to the computational cores/memory nodes during the application execution. Finally, in Chapter 5, we describe how to use different performance
4

monitoring libraries that were developed over the course of the RePhrase project.
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Chapter 3

Static Mapping
In this chapter we describe the software for static mapping of components of patterned applications to the heterogeneous CPU/GPU hardware. Here, we focus on
the parts of the adaptivity toolset that is applicable to the advanced parallel patterns defined in D2.5. To make the material here self-contained, we first describe,
in Section 3.1 the use of heuristics for deciding on the instantiation of components
that we have already presented in D4.1, as these heuristics are applicable to any
patterned application, as long as the pattern’s extra-functional properties can be
exposed as tunable parameters. Afterwards, in Section 3.2, we describe the use
of FastFlow stencil-reduce pattern, which is an example of an implementation of
an advanced pattern that provides automatic mechanisms for mapping the applications’ components and data to the heterogeneous architectures.

3.1

Instantiation of Components of Patterned Applications

In D4.1, we have described several heuristics for deriving (near-)optimal values for
extra-functional parameters of a (patterned) parallel application. We have demonstrated how these heuristics can be used to derive near-optimal values for the parameters of the application that control the instantiation of the pattern components
in simple parallel patterns, such as the number and type of workers in a simple
farm skeleton. However, since these heuristics only require knowledge about the
range of values that tunable parameters can take, and based on that they do a search
over this space, they are general enough to derive values for any extra-functional
parameter for advanced patterns too. For example, in the case of image convolution pattern (p. 7 of the D2.5), extra-functional parameters include the parallelism
degree and the kind of decomposition policy used to partition the input image for
parallel processing. These parameters can be lifted to the top level (i.e. provided as
the application arguments) and then, the described heuristics can be used to derive
their near-optimal values. As a reminder, the heuristics require an input file with
the name of the application and the range of each of the extra-functional parameters. Below is an example for the Ant Colony Optimisation application, which has
6

two tunable parameters, integer numbers between 0 and 64
ant_colony_numa
0-64
0-64
1
64000
inputs/wt1000.txt
The code for the heuristics can be found in the RePhrase GitHub repository,
https://github.com/uoscompsci/RePhrase.git, under StaticMapping
directory. Below is the brief description of each of the heuristics we have developed.

3.1.1

Exhaustive Search

If the hardware system is relatively small, the pattern structure of the application is
relatively simple or the application is short running, trying out all possible combinations of values for pattern parameters is a perfectly good option and, of course,
the only one guaranteed to give us the optimal result (i.e. optimal values for all
pattern parameters). Therefore, the first heuristic that we implemented is the Exhaustive Search over all possible pattern configurations in order to find the best
one. As we have mentioned before, this is a very expensive method and should
only be used for short running applications and where a range of values for each
pattern parameter is relatively small. The source code for this heuristic is in libs
(cont.)/exhaustive_search.cpp. For the above example, it can be executed via
exhaustive_search inputFile

3.1.2

Random Sampling

A method that works reasonably well in some situations is to just do random assignment of values for the pattern parameters a number of times and return the best
one. In this way, we hope that we will ’hit’ the assignment that is close to optimal
one without having to evaluate all (or most) of the assignments. This works well in
situations where there is a relatively small number of possible configurations. Our
implementation of Random Sampling for static mapping is provided in the libs/
(cont.)random_sampling.cpp file, and it accepts, together with the input
file with the ranges for parameters, a number of random configurations that will
be evaluated. Obviously, larger this number is, closer to the optimal will the result
be but also more time it will take to evaluate the chosen configurations. It can be
executed, for example, by calling

7

random_sampling inputFile 100

3.1.3

Hill Climbing

Hill Climbing is a heuristic based on incremental changing of an initial solution
until we reach a (locally) best solution. In our case, we start from a pattern configuration that we approximate as a good one (for example, by assigning equal
number of threads to each farm and pipeline stage in an application or using some
simple cost model to calculate a good configuration) and then we incrementally
change the individual parameters until we get a configuration that gives the worse
performance than the previous one, at which point we stop and return the current
best configuration as the overall best. The source code for our implementation
of Hill Climbing is in libs/hill_climbing.cpp, and the heuristic can be
executed via
hill_climbing inputFile

3.1.4

Monte Carlo Tree Search

Monte Carlo Tree Search (MCTS) approach is used for generating and evaluating
large game trees in Game theory. We adapted this method to the problem of finding
the optimal configuration of pattern parameters. In our case, the nodes of the tree
correspond to partial configurations (with some of the pattern parameters chosen)
and the leaves of the tree correspond to complete configurations. The children of a
node represent different possible assignments of a yet unassigned pattern parameter. We start from a tree that consists only of a single root node (i.e. a configuration
where no parameters are chosen), and we proceed by repeating the following three
steps:
1. Expansion step – A node is selected, and one of its children is added to the
tree. This is equivalent to assigning a value to a yet unassigned parameter;
2. Selection step – Starting from the newly added node, a complete configuration is generated by randomly assigning the remaining unassigned parameters. The resulting static mapping is evaluated by the evaluation function, Q,
yielding the valuation v;
3. Propagation step – The valuation, v, is propagated back to the node added
in step 1.
Steps 2 and 3 are repeated until a reliable statistical evaluation of Step 1 is attained.
Then, Step 1 is repeated, adding a new value to the partial configuration. Finally,
the overall best configuration (a leaf of the tree) is selected.
The MCTS heuristics is mostly useful when there is a large number of possible
configuration, so that we can only realistically evaluate a small number of them.
8

Figure 3.1: Architecture of FastFlow framework.
Also, as opposed to Hill Climbing, it does not assume that there is regularity in
behaviour of the application with respect to changes of the pattern parameters. Hill
Climbing is known to have a potential problem of getting stuck in a local maximum, so if a particular pattern configuration achieves a local maximum in terms
of performance and is better than any configuration obtained by small modifications of parameters, then Hill Climbing might reach that configuration and return
it as the best one, despite the fact that some other “distant” configuration (with
more significant changes in the values of parameters) might be better. MCTS does
not suffer from this problem, due to a random choosing of nodes in the selection
step. Therefore, if the application exhibits irregular behaviour in terms of the effect of the pattern parameter changes to the performance, MCTS is better option
than Hill Climbing. The source code for MCTS is in libs/monte_Carlo.cpp
and, similar to Random Sampling, it requires an additional parameter, which is a
number of random configuration to try when evaluating a particular partial configuration:
monte_carlo inputFile 100
Again, as in Random Sampling, the more random configurations we try, the closer
to the optimal the result will be, but also the execution will take more time.

3.2

Parallel Patterns With Automatic Mapping of Components to Heterogeneous Hardware

Stencil-reduce pattern, described in D4.3, is implemented as a part of the FastFlow [?] framework for parallel programming. The FastFlow environment was
originally designed to support efficient streaming on cachecoherent multicore plat9

forms. It is released as a C++ pattern-based parallel programming framework
aimed at simplifying the development of applications for (shared-memory) multicore and GPGPUs platforms. The key vision of FastFlow is that easeof-development
and runtime efficiency can both be achieved by raising the abstraction level of
the design phase. It provides developers with a set of data-parallel patterns (such
as map, stencil, reduce and their composition, described in more detail in D2.1
and D2.5). High-level patterns are implemented on top of the Core patterns level,
consisting of arbitrarily nested and composed basic stream-parallel patterns (farm,
pipeline and feedback). FastFlow also supports heterogeneous platforms, making it
possible to easily port the application to hybrid multicore/GPGPU systems by embedding CUDA/OpenCL business code. In particular, data-parallel patterns can be
run both on multicore and offloaded onto GPGPUs. In the latter case, the business
code can include GPGPU-specific statements (i.e. CUDA or OpenCL statements).
At the bottom level (i.e. the Building blocks level) FastFlow CPU implementation
of patterns are realised via non-blocking graphs of threads connected by way of
lock-free channels, while the GPGPU implementation is realised by way of the
CUDA/OpenCL bindings and offloading techniques. The framework also takes
care of memory transfers between CPU host and GPGPU device. In general, different patterns can be mapped onto different sets of cores or accelerators, thus, in
principle, using the full available power of the heterogeneous platform. Figure 3.1
shows the architecure of the FastFlow framework.
FastFlow is an open-source library and can be downloaded on https://
sourceforge.net/projects/mc-fastflow/

10

Chapter 4

Dynamic Scheduling
In this section, we provide a description of version 3.0 of the Dynamic Scheduler Library (briefly, PaRLSched, which stands for Reinforcement-Learning-based
Scheduler for Parallelised applications).

4.1

Description

The PaRLSched library is currently developed for Linux platforms and utilises
the sched.h library for CPU-affinity bindings, the PAPI interface [?] for real-time
collection of performance counters during the execution time of a thread and the
libnuma for memory bindings. Currently, the library has only been used and tested
when threads are defined using the C++ POSIX thread library, because it provides
enough freedom to incorporate the PAPI interface for capturing performance measurements. However, the scheduler is independent of the way threads have been
created.
The PaRLSched library consists of the following header files:
• ThreadInfo.h captures general properties of each thread (e.g., thread ID) as
well as running-time performance measurements during the last evaluation
interval of the scheduler (e.g., total instructions completed).
• ThreadControl.h defines a generic class that includes the functions responsible for initialising and recording the performance counters for each one of
the threads.
• Scheduler.h incorporates the core of the PaRLSched scheduler.
• MethodsEstimate.h provides the necessary definitions and methods for
performing the estimation/prediction over the most beneficial placement of
resources.
• MethodsOptimize.h provides the necessary definitions and methods for
performing the optimal placements of resources.
11

• MethodsActions.h provides the necessary definitions for describing hierarchical placement of resources. This is particularly relevant when child
resources are present that naturally imposes a nested description of placements.
• MethodsPerformanceMonitoring.h provides the necessary definitions for
pre-processing performance metrics before their use in the learning schemes.
Such pre-processing may involve, for example, the computation of (discounted) running -average performance, or the computation of an average
performance among all running threads.

4.2

Provided software

The PaRLSched (ver 3.0) library can be cloned or checked out from the project Git
repository using the following link:
https://github.com/uoscompsci/RePhrase.git
The PaRLSched (ver 3.0) library is located at the following folder:
Scheduler/libs/PaRLSched_3.0/
The provided CMakeLists file (currently available at the main folder Scheduler)
can be used to automatically build several benchmark applications that are linked
to the PaRLSched library. The provided benchmark applications are available at
the following folders:
Scheduler/examples/ant_colony_pthreads
Scheduler/examples/blackscholes
Scheduler/examples/evopro
Scheduler/examples/fluidanimate
Scheduler/examples/matmult_pthreads
Scheduler/examples/raytrace

4.3

Installation

Currently, the provided scheduler has been developed and tested over Linux Kernel
64bit 3.13.0-43-generic. For compiling the code, gcc (version 4.9.3) compiler has
been used under the C++11 standard.
Before building the library, it is necessary that the PAPI-5.4.3 library interface
for performance monitoring is being downloaded and installed. Download links
and instructions can be found at [?]. Furthermore, the pthread library should be
installed, which is available in several Linux distributions.
12

For building the example src/SchedulingExample.cpp and linking to the
PaRLSched library, CMakeLists files are also provided. To build and run the
scheduling example, simply run the following commands:
mkdir build
cmake -G "Unix Makefiles" -D CMAKE_BUILD_TYPE=Release
(cont.)..
make
cd ./build/bin
In case it is desirable to edit the SchedulingExample.cpp provided and/or
create a new example, the following commands generate the corresponding C++
project in Eclipse IDE.
mkdir build
cmake -G"Eclipse CDT4 - Unix Makefiles" -D
CMAKE_BUILD_TYPE=Debug ..
make
For example, in Eclipse IDE (Version: Mars.1 Release (4.5.1)) the project can be
imported as follows: File → Import → C/C + + and then select “Existing Code
as Makefile Project”. Then, enter the root directory of the project and select the
Linux GCC tool-chain.

4.4

Using the PaRLSched library

We would like to provide an example of how to use the PaRLSched library within
one of the built-in benchmark applications, namely ant_colony_pthreads
which executes an ant-colony optimization scheme. In particular, within the main
function of our application, the following part of the code initializes and executes
the scheduler:
Scheduler scheduler();
thread_create( scheduler.get_tinfo() );
scheduler.run();
The first part, initializes the scheduler, by retrieving necessary information
about the system, as well as defining parameters related to the learning dynamics
and the resources optimized. The second part defines the details of the functions
to be executed by each thread (and/or the parallelization pattern). Finally, the third
part executes the scheduler.

13

Chapter 5

Performance Monitoring
The RePhrase toolchain includes proper software utilities to dynamically extract
performance measurements from running parallel code. Besides the run-time mechanisms natively included in the Fastflow backend, the basic idea followed in the
project was to provide a set of general, external tools that can be used to instrument the code with monitoring calls able to collect performance and energy-related
metrics from a general parallel code written using the frameworks supported in the
project (e.g., FastFlow, OpenMP, IntelTBB). Such tools can also be directly usable
in the business logic code provided as input arguments (e.g., through lambda functions) to the pattern constructors using the high-level common interface (GrPPi)
developed in the project.
In the first deliverable of this workpackage (D2.1), a set of tools have been
described: the Mammut and PMLib libraries developed by UNIPI and U3CM respectively. During the project, such libraries have been extended in order to be
compliant with the advanced patterns proposed in D2.4 and whose multi-backend
implementation was described in D2.8. In this deliverable we provide a description
of the recent advancements introduced in the Mammut library developed by UNIPI.
Parts of the content of this description are based on our recent publication [1] appeared in Elsevier SoftwareX journal.

5.1

Extended Features of Mammut

Mammut is an object-oriented, open-source C++ framework, that provides an highlevel interface for the management of hardware related mechanisms on local and
remote Linux systems. It aims to solve the issues mentioned earlier, by easing application and software runtime system development. Mammut provides an easy-touse API to correlate and integrate data coming from different architectural sources
(e.g., CPU cores, caches, memories, GPUs and so forth), hiding portability issues and providing a homogeneous interface to the user. By using Mammut, the
programmer is relieved of the burden of dealing with the details of the specific
platform and tool, since these details are handled transparently by the framework.
14

Thanks to its modular design and its open-source nature, Mammut can be easily extended to add new features and mechanisms. Mammut targets multi-core machines
and has been successfully tested on different modern Intel, ARM and PowerPC architectures. The tool most similar to Mammut is Likwid [17]. However, it is mostly
focused on performance monitoring and does not provide some of the mechanisms
available in Mammut (like cores unplugging or processes management).
The starting point is the Mammut object. The application programmer interacts with this object to obtain handles to the different available modules via a
getInstance[ModuleName] call. Indeed, since different implementations of
the same module may exist (e.g., one implementation for each supported architecture or operating system), the Mammut object will provide the most suitable
implementation according to the underlying system. Each module can provide its
functionalities by a direct interaction with the OS, with the hardware, with other
modules or by exploiting third-party libraries. This allows Mammut to expose a
homogeneous interface to the application programmer independently from the underlying system.
Mammut is about 10 thousand lines of C++ code structured as a set of modules, each of them managing a given set of functionality. Currently, the following
modules are available: Topology , Energy , Cpufreq and Task. We now briefly
describe the main structure of the modules and their main functionalities. Some
of the following features (e.g., changing the clock frequency) can only be used by
users with privileged rights.

5.1.1

Topology module

This module allows the management of the physical topology of the underlying
architecture. We organised the hardware components in a hierarchical way: CPUs,
Physical Cores (i.e. the basic computation unit of a CPU) and Virtual Cores. Virtual Cores represent the different contexts of a Physical Core (e.g., Intel’s HyperThreading contexts). Indeed, modern CPUs are usually able to provide multiple
abstract (virtual) cores for each physical core present on the CPU. Each hardware
component instance is represented by an object, which can be used to retrieve its
sub-components, to turn it off or to get information about the specific version and
capabilities of that component. Moreover, Virtual Cores allows to explicitly manage idle behaviour, i.e. the number of physical components that should be turned
off when that Virtual Core has no process to execute.

5.1.2

Energy module

By using the energy module is possible to read the power consumption of the system or, of some of its components. It is possible to know which types of energy
counters are available on the system and to retrieve one of them by querying the
module. Each counter provides a reset() call to set the cumulative counter to 0
and a getJoules() call to retrieve the energy consumed since the last reset()
15

call. Each counter may provide additional calls. For example, energy counters
available on Intel SandyBridge, IvyBridge and Haswell provide specific functions
to read energy consumption of each CPU, of the Physical Cores on the CPU, of
the DRAM (Dynamic Random Access Memory) controller, and of the integrated
graphic card. Thus, by combining information coming from this module and from
the Topology module it is possible to monitor energy consumption of specific hardware components.

5.1.3

CpuFreq module

This module allows to read and change the frequency and the governors of the CPU
cores. The governors are algorithms used by the OS to manage the clock frequency
of the CPUs. If the user needs to implement custom policies and does not want to
rely on those provided by the operating system, it is possible to change the clock
frequency manually. In general, it is not possible to change the frequency of each
core individually. For this reason, we provide the concept of Domain, i.e. a set of
Virtual Cores that must run at the same frequency. Therefore, the user may read
and change the governor, the frequency or the voltage of a Domain. Accordingly,
by leveraging on the data provided by the Topology module, is possible to know
which cores will be influenced by such operations.

5.1.4

Task module

This module allows managing processes and threads running on the system. For
example, it is possible to move threads between Physical or Virtual cores, to change
their priority or to read statistics about their execution.

5.1.5

Summary of Mammut’s control knobs

Fig. 5.1 shows, for each module, a list of exposed parameters. The availability of
such parameters depends on the specific architecture.

5.1.6

Remote utilization of the library

To monitor a remote system, a mammut-server should run on that system. From
the client side, it is sufficient to specify the address and the port on which the
server is listening to when the Mammut object is created. All the other calls
and interactions do not require any modification. In this way, the user, by simply changing a single line of code, can seamlessly reuse the code written for local system management to manage a remote one. This is possible because the
getInstance[ModuleName] call, in this case, will return an object with the
same interface of the one used for local management but that will act as a client
towards the remote server. The interaction with the server is performed via libprotobuf1 library. Note that this type of interaction can also be used to provide access
to privileged features (e.g., changing clock frequency) to users with non-privileged
16

Figure 5.1: Parameters controlled by the different Mammut modules.

rights. For example, we could start a mammut-server with privileged rights on a
system and run a non-privileged client on the same system to access privileged
features. For this reason, mammut-server can be executed with a limited set of
modules. We are planning to include a more fine-grained capabilities control in the
next versions of the library.

5.1.7

Example of Mammut code

In the code snippet shown in Fig. 5.2, we provide a full running example, showing
how it is possible to leverage on the information provided by the different modules
to shutdown unneeded CPUs (lines 19 − 23), move the application on a specific
CPU (lines 25 − 2), change its governor and frequency (lines 29 − 33) and read
its power consumption (lines 35 − 38). To monitor remote systems, is sufficient to
replace Mammut m with:
Mammut m(new CommunicatorTcp(ipAddress, port));
where ipAddress is the address of the remote system and port is the port on
which the mammut-server is listening.
17

Figure 5.2: Example of a code extended with performance monitoring calls using
Mammut.

5.2

Comparison with other Tools

To better understand the advantages of using Mammut, we implemented the same
code snippet shown in the previous section by using standard tools provided by the
operating system and it was composed by almost 700 lines of code (against the 40
of Mammut). Despite being a basic example, this allowed us to estimate the advantages of Mammut and we can expect this gap to significantly increase for scenarios
using the more complex features provided by Mammut. Moreover, modifying such
code for monitoring remote machines would introduce additional complexity and
would lack flexibility, since the serialisation and transfer of the data should be
18

explicitly implemented by the user. On the other hand, to monitor a remote computing node in Mammut only requires specifying the remote address during the
initialisation of the library. Mammut allows the application programmer to focus
on the concrete part of its application, minimising the effort required to monitor or
control the computing architecture. We compared the memory usage and execution
time of the Mammut API calls (using the demo applications provided) with that of
several command line tools (e.g., likwid, cpupower, lstopo, turbostat and taskset),
showing the results in Fig. 5.3.

Figure 5.3: Execution time (in seconds) and memory footprint (in KiloBytes) comparison of different tools. N.A. = Not available (because the functionality is not
provided by the tool).
The first thing we can notice is that most tools are focused on a single feature.
On the other hand, the more general tools (Mammut and likwid) have a slightly
higher memory footprint and execution time, since they need to address different
problems and user’s necessities. Mammut has a lower memory footprint than likwid since it adopts a lazy initialization and when using a single module only the
data needed for that module is allocated. However, in all the cases the memory
footprint is in the order of few hundreds of KiloBytes, since the different tools
only need to map some information already available on the filesystem or provided
by the operating system in internal data structures.
Differently from Mammut, likwid does not have any means to monitor remote
architectures. This is an important feature due to the capillary diffusion of computing devices, like in IoT and Fog systems. Moreover, Mammut provides a flexible
API, that can be used by the programmer to enhance his application by exploiting
information about the underlying architecture. On the contrary, likwid was mainly
designed for system administrators, since it provides a set of tools to be used from a
command line interface. Despite an API has been later added to likwid, differently
from Mammut, it is not object oriented. Providing an object oriented abstraction is
of paramount importance, since it captures a model of the real world and leads to
improved maintainability and understandability of the code written by the framework’s user.
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Chapter 7

Conclusions
In this deliverable, together with D4.4, we have described the final versions of the
tools from the adaptivity toolchain. In addition, the deliverable D5.3. contains
information about how the tools from this toolchain can be used together (their
interoperability). Here, we described the basic installation and usage instructions,
whereas the D4.4 has more detailed description of the techniques used in the tools.
In Chapter 3, we described the heuristics to derive near-optimal values for the
extra-functional parameters of the applications (and, as a special case, near-optimal
instantiation of components) and the FastFlow programming framework that contains heterogeneous parallel patterns that do automatic mapping of the computations and data to the CPU/GPU systems. In Chapter 4, we described the dynamic
scheduler that, while the application is running, remaps threads and data to adapt
to the changes in the execution environment and/or the application itself. In Chapter 5, we described the Mammut library, developed during the RePhrase project,
for monitoring of different low-level metrics, such as CPU utilisation and energy
consumption. Collectively, these tools allow static and dynamic adaptation of applications to the underlying heterogeneous hardware, enhancing the applications’
adaptivity and helping with the automation of the deployment and maintenance
phases of software engineering.
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